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I. Keynotes

Machine Learning–Enhanced Polytopal Finite Element Methods with Applications to 
Neurodegenerative Disease Modelling

Paola Antonietti

Politecnico di Milano

This talk explores the integration of Machine Learning (ML) techniques into polytopal Finite Element Methods for the 
numerical discretization of Partial Differential Equations, to improve accuracy, flexibility, and computational efficiency 
while addressing the challenges inherent in complex real-world applications, particularly in computational neuroscience. 
We present several ML-driven enhancement strategies at different stages of the computational pipeline. In the first part of 
the talk, we introduce novel ML-based algorithms for mesh agglomeration and refinement in polytopal FEMs. 
Specifically, we propose novel algorithms based on Graph Neural Networks for efficiently constructing high-quality, 
agglomerated (coarse) grids that preserve geometric accuracy while significantly reducing computational costs. Such 
agglomerated grids also serve as the basis for constructing grid hierarchies in geometric multigrid solvers, leading to 
notable improvements in overall performance. In the second part of the talk, we introduce a novel deep learning 
framework to accelerate the convergence of Algebraic Multigrid iterative solvers. The proposed approach predicts the 
optimal strong-connection parameter and selects the optimal smoother, thereby decreasing the overall time to solution. 
All the proposed methods are validated across various differential problems and discretization schemes, including Virtual 
Element Methods and polytopal Discontinuous Galerkin methods. Finally, we illustrate the practical performance of the 
proposed approaches in an application in computational neuroscience—specifically, the simulation of neurodegenerative 
disease dynamics—thereby highlighting advances in numerical modelling for complex physical systems.

Towards high-fidelity quality aerodynamic optimization via multi-fidelity scientific machine 
learning 

Paola Cinnella

Sorbonne Université

High-fidelity aerodynamic shape optimization remains computationally prohibitive when based on numerical models that 
resolve wide ranges of flow scales. This is notably the case for turbulence-resolving simulations such as Large-Eddy 
Simulation (LES), especially in industrial configurations dominated by near-wall phenomena. As a consequence, 
optimization workflows continue to rely predominantly on coarse-grained, lower-fidelity models, at the expense of 
predictive accuracy and robustness.
Although reduced-order and surrogate models have been extensively investigated within the scientific machine-learning 
community, their effectiveness typically hinges on the availability of large training datasets, which are prohibitively 
expensive to generate using high-fidelity solvers. This limitation strongly restricts their applicability in realistic 
optimization settings.
In this talk, I discuss how multi-fidelity scientific machine-learning approaches can help bridge this gap, enabling 
optimization strategies that approach LES-level accuracy at a fraction of the computational cost. Two complementary 
directions are explored: (i) hybrid models, in which machine learning augments physics-based solvers to correct 
modeling deficiencies, and (ii) multi-fidelity learning frameworks, which exploit hierarchies of models and active 
learning strategies to efficiently propagate high-fidelity information across the design space.
A central theme of the presentation is the need to ensure physical consistency and sufficient generality across the explored 
parametric space, with particular attention to near-wall regions where aerodynamic performance is most strongly 
determined.
The resulting frameworks open the door to practical LES-informed aerodynamic optimization and illustrate how applied 
mathematics, numerical analysis, and machine learning can be combined to address long-standing challenges in 
turbulent flow modeling and design.
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Autodiff of Neural networks and application to DeepRitz and FEM 

Bruno Despres

Sorbonne Université

Autodiff is a core technique in Machine Learning. However the mathematics of autodiff is much less developed for non 
smooth activation functions such as ReLU and maxpool. It is a damaging for applications in SciML since classical Finite 
Element spaces start with piecewise affine basis functions which can be implemented with ReLU.

I will show recent progress in this direction. It allows the discussion of the minimal regularity of activation functions for 
DeepRitz and PINNs methods and explains a seemingly paradoxical numerical behavior.
2D numerical tests confirm the theory.

Machine learning enhanced structure-preserving model reduction: From the formulation on 
manifolds to data-driven realizations 

Silke Glas

University of Twente

Capturing and preserving physical properties, e.g., system energy, stability and passivity, using data-driven methods is 
currently a highly-researched topic in surrogate modeling. To ensure that the desired physical properties are retained, 
structure-preserving projection techniques are used in the field of model order reduction (MOR). 
In this talk, we present structure-preserving MOR with nonlinear projections, which are needed for problems with slowly 
decaying Kolmogorov n-widths.
To precisely define and highlight the quantities that we would like to retain, we start with a formulation of initial value 
problems on manifolds, which we consider as the full-order model (FOM). Already at this level, we define what we mean 
by adding structure to the FOM and how this can be detailed geometrically. This formalism allows to introduce a novel 
projection technique, the generalized manifold Galerkin (GMG). By adapting the underlying non-degenerate tensor field, 
this GMG projection can be used for a structure-preserving reduction of various initial value problems that give rise to 
interesting physical properties, which include, but are not restricted to, Lagrangian and (port-)Hamiltonian systems. 
Once that we have derived the geometric formulation, we focus on data-driven ansatzes to realize the presented reduction 
methods and detail how we in  particular use scientific machine learning in this process. 

Challenges in Gray-box Chromatography Modeling 

Samuel Leweke

Bayer AG

Samuel Leweke, Bayer AG, Kaiser-Wilhelm-Allee 1, 51373 Leverkusen
Florian Führer, Bayer AG, Kaiser-Wilhelm-Allee 1, 51373 Leverkusen

Liquid column chromatography is one of the main cost drivers in downstream processing of biopharmaceuticals. To 
reduce costs, mechanistic partial differential equation (PDE) models covering advection, dispersion, mass-transfer, and 
adsorption isotherms are widely used for process design and optimization.
However, poorly modeled subprocesses (e.g., complex adsorption behavior) limit predictive accuracy. Gray-box modeling 
approaches this problem by replacing unknown mechanistic terms by black-box models (e.g., neural networks).
In this talk, we replace an unknown mechanistic adsorption isotherm within a PDE model by a neural network. While 
some technical challenges of differential equation-based gray-box modeling can be addressed by implicit solvers, 
automatic differentiation, and adjoint sensitivities, the flexibility of the black-box model can cause
instability in the optimization iteration. We discuss different training stabilization strategies in the context of industrial 
process development.
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Approximation theory for neural and polynomial operator surrogates

Carlo Marcati

University Lyon 1

Approximation theory for neural and polynomial operator surrogates
The problem of approximating the solution operator of a PDE (see as a mapping between infinite dimensional spaces) is 
of great importance in science and engineering, whenever an application requires multiple solutions of similar problems. 
In recent years, several techniques based on neural networks (NN) and polynomials have been developed to tackle this 
issue.
In this talk, I will present some theoretical, quantitative results on the approximation of solution operators of some elliptic 
PDEs by NN and polynomial surrogates. I will discuss the convergence rates of neural operators and how they depend on 
the smoothness of the coefficients in the input sets. I will consider PDEs in smooth and non-smooth domains, with 
bounded coefficients and with coefficients that are distributed log-normally. 

PINN - domain decomposition with Bayesian Physics-Informed Neural Networks

Kateryna Morozovska

Imperial College London

 The emergence of Physics-Informed Neural Networks has introduced a novel computational approach for data 
assimilation. Although quantifying epistemic and aleatoric uncertainties efficiently for complex and high dimensional 
problems remains an open question. In this work, we propose a novel method for computing global uncertainties in PDEs 
governing conservation laws within a Bayesian framework, by combining local Bayesian Physics-Informed Neural 
Networks (BPINN) with domain decomposition. The continuity of solutions is obtained by imposing the flux continuity 
across the interfaces of subdomain. To demonstrate the effectiveness of the proposed methods, we conducted a series of 
computational experiments on PDEs in 1D and 2D spatial domains. Although we have adopted conservative PINNs in 
this work, the method can be seamlessly extended to other domain decomposition techniques, such as XPINN, Finite-
basis PINN, hp-VPINN and others. The outcome of computational experiments infers that we proposed method recovers 
the global uncertainty by computing the local uncertainty exactly but more efficiently as the uncertainty in each 
subdomain can be computed concurrently. The robustness of method is verified by adding the random noise to initial and 
boundary conditions up to 15%. The demonstrated method is tested for several types of PDEs (Allen-Cahn, Fokker-
Planck, Burgers’ and Fisher-KPP) using a set of experiments to illustrate the behavior and convergence for different 
types of problems with added levels of uncertainty. 

Frequency-aware multigrid training in PINNs

Elisa Riccietti

École Normale Supérieure de Lyon

Multigrid methods are widely used for the solution of partial differential equations because of their computational 
advantages and exploitation of the complementarity between the involved sub-problems. In this talk, we propose a 
possible extension of the classical multigrid paradigm to the training of physics-informed neural networks (PINNs). 
Thanks to a re-interpretation of multi-level methods from a block-coordinate point of view, we show that block-coordinate 
descent, if applied to frequency-aware neural network architectures, can take advantage of the different frequency content 
in the solution just like classical multigrid and achieve better solutions and computational savings with respect to 
classical training. 

                EMS TAG SciML 2026 | March 10 – 12 at University of Cologne 



 

Non-parametric shape variability in SciML: applications to inter-patient hemodynamics

Francesco Romor

Weierstrass Institute Berlin

Numerical solvers remain costly in clinical contexts, and surrogate models struggle to handle the high anatomical 
variability encountered across patient cohorts. Not to mention the scarce availability of data. We present a framework to 
learn non-parametric geometric variability within patient cohorts, with application to inter-patient hemodynamics. Our 
approach is based on a novel multi-level ResNet extension of the Large Deformation Diffeomorphic Metric Mapping 
(LDDMM) registration method: the registration provides a natural encoding that machine learning architectures can 
exploit, while simultaneously defining a reference computational domain in which efficient dimension-reduction strategies 
can be performed. Building from this work, we will address the following related topics and novel methodologies: reduced 
projection-based data assimilation, LDDMM conditional flow matching for data augmentation and forward UQ, physics-
informed training and fine-tuning, and finally active learning strategies. The goal is to provide a complete overview of 
these subjects, specifically tailored for datasets with non-parametric shape variability.

Data-Driven Methods for Turbulence Modeling and Simulation

Niccolò Tonicello

Scuola Internazionale di Studi Superiori Avanzati (SISSA)

Turbulence modeling has long been one of the most challenging areas in computational fluid dynamics. At the same time, 
turbulence is also one of the most ubiquitous phenomena in fluid dynamics, appearing in contexts ranging from 
environmental atmospheric flows to jet spray atomization in combustion engines. Despite decades of progress in high-
performance computing, physical modeling, and efficient numerical methods, the application of data-driven strategies to 
turbulence has only emerged in the past few years. The interest in machine-learning-based approaches for turbulence 
modeling has been growing rapidly. In this talk, I will present two main lines of research that we are pursuing in data-
driven turbulence modeling. The first focuses on nonlinear reduced-order models for chaotic systems. In particular, we 
have recently explored the use of specialized AutoEncoders, called symmetric AutoEncoders, which appear particularly 
well-suited for capturing the complex dynamics often encountered in turbulent flows. The second part of the presentation 
will focus on a fully end-to-end differentiable solver, enabling model training directly within the simulation loop, with a 
particular emphasis on sub-grid scale modeling in Large-Eddy Simulations.

Machine learning-enhanced domain decomposition preconditioners
... and domain decomposition for numerically efficient machine learning 

Janine Weber-Hamacher

University of Cologne

Domain decomposition methods (DDMs) are robust and parallel efficient iterative solvers for discretized partial 
differential equations. However, the convergence rate of classic DDMs deteriorates for coefficient distributions with large 
contrasts. To retain the robustness for such problems, the coarse space of the DDM can be enriched by additional coarse 
basis functions, often obtained by solving local generalized eigenvalue problems. Within overlapping Schwarz methods, 
we consider the AGDSW (adaptive generalized Dryja-Smith-Widlund) coarse space to obtain robustness. However, the 
computation of the AGDSW coarse basis functions is computationally expensive due to the solution of many local 
eigenvalue problems. In this talk, we train a surrogate model based on a deep feedforward regression neural network 
which directly learns the necessary coarse basis functions. Additionally, we present first results where we also replace the 
solution of local subdomain problems by learning-based surrogate models.
In the second part of this talk, we delve into advances of using concepts from DDMs to design numerically efficient 
training methods for machine learning models in image recognition problems. 
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II. Contributed Talks

Geometry-aware Scientific Machine Learning: from Shape Reconstruction to Surrogate 
Models

Stefano Pagani

Politecnico di Milano

The numerical reconstruction of geometries and physical fields from noisy, scattered measurements is a recurring 
challenge in engineering and healthcare applications. In many cases, geometric errors affect the accuracy of the 
numerical approximation of physical fields, ultimately impacting decision-making.
In this talk, we present a geometry-aware scientific machine learning framework characterized by two main features: a 
meshless formulation and the compression of information into low-dimensional latent representations. Geometries are 
represented using signed distance functions or 3D point clouds, and auto-decoder architectures associate each shape with 
a latent code. This enables the construction of continuous representations of individual geometries, deformable 
registration, and generative shape models trained on population data. These are finally coupled with neural network 
surrogate models that efficiently predict physical fields, capturing both geometric and physical variability.

Accelerated Fixed-point Iteration over Spaces of Probability Measures

Vitalii Aksenov

Weierstrass Institute for Applied Analysis and Stochastics

Various statistical tasks, such as sampling or computing Wasserstein barycenters, can be reformulated as fixed-point 
problems for operators on probability distributions. Accelerating standard fixed-point iteration schemes provides a 
promising novel approach to the design of efficient numerical methods for these problems. The Wasserstein geometry on 
the space of probability measures, although not precisely Riemannian, allows us to define various useful Riemannian 
notions, such as tangent spaces, exponential maps and parallel transport, motivating the adaptation of Riemannian 
numerical methods. As a proof of concept, we've studied the Anderson mixing algorithm on the Bures-Wasserstein space 
of Gaussian measures, proving the convergence estimates and empirically accessing the acceleration. As for the general 
smooth probability densities, constraining the tangent vectors to a Reproducible Kernel Hilbert Space (RKHS) yields 
tractable schemes that can accelerate kernel-based sampling methods such as Stein Variational Gradient Descent.

Parametric SympNets

Konrad Janik

Max Planck Institute for Dynamics of Complex Technical Systems Magdeburg

The numerical integration of Hamiltonian systems is a central topic in computational physics and theoretical chemistry. 
Intrinsic structure-preserving symplectic networks (SympNets) [1] are a widely used tool when it comes to learning 
symplectic integrators for Hamiltonian systems from data. More often then not, Hamiltonian systems of interest depend on 
a set of parameters. Currently, SympNets do not respect parameters. Therefore, SympNets have to be retrained for every 
new parameter combination. To eliminate this necessity, we propose to extend the SympNet architecture to handle 
parameters explicitly, making it suitable for parametric Hamiltonian systems. This approach is coined ”ParSympNets”. 
We perform different numerical experiments to investigate the approximation and generalization capabilities of 
ParSympNets. Furthermore, we present a new universal approximation theorem, which shows that ParSympNets can 
approximate arbitrary parametric symplectic maps. Additionally, we demonstrate how ParSympNets can be used for 
model order reduction and control problems for Hamilton systems.

[1] P. Jin, Z. Zhang, A.Zhu, Y.Tang, and G. E. Karniadakis. SympNets: intrinsic structure-preserving symplectic networks 
for identifying Hamiltonian systems. Neural Networks, 132:166–179, 2020. doi:10.1016/j.neunet.2020.08.017.
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Flow-based Generative Modeling for Bayesian Inverse Problems

Jan Blechschmidt

TU Chemnitz

Flow-based generative models have gained significant attention in recent years due to their versatility and strong 
performance across a wide range of applications, from image synthesis to predicting protein structure. These models are 
particularly well suited for the Bayesian formulation of inverse problems inasmuch as they can learn the mapping from 
prior to posterior distribution.This capability is grounded in Optimal Transport theory, which guarantees the existence of 
such mappings, and Neural Network approximations are supported by the universal approximation property of Neural 
ODEs.
In this talk, Flow-based generative models are discussed within the context of Uncertainty Quantification and applied to 
real-world problems. Furthermore, the flow-based model is compared against the MCMC method, highlighting strengths 
and limitations.

Geometric Evaluation of Representation of Data

Parvaneh Joharinad

Center for Scalable Data Analytics and Artificial Intelligence, University of Leipzig

In this talk, we present a method for quantitatively evaluating data representations, particularly those produced by 
dimensionality reduction algorithms. Our approach is based on a generalized notion of sectional curvature, introduced in 
https://doi.org/10.1016/j.aim.2019.106813, and measures how well the intrinsic geometry of the original dataset is 
preserved in the embedded space through a 4−point correlation property.
When the embedding lies in a Euclidean space—as is often the case with dimensionality reduction techniques—we assess 
the geometric similarity between the original and reduced datasets across varying dimensions. Specifically, our algorithm 
computes a curvature profile, which represents a distribution of triangles parameterized by their size and curvature value. 
To compare the original data space with its embedding, we compute the Wasserstein distance between their respective 
curvature profiles. Therefore, as a complement to evaluation methods based on the performance of specific downstream 
tasks, our approach serves as a regulatory tool that monitors the preservation of intrinsic geometry throughout the 
representation process. In this talk, we will demonstrate the method on several benchmark datasets (MNIST, 
FashionMNIST, CIFAR-10), using a selection of dimensionality reduction techniques (MDS, UMAP, IsUMap, Isomap). 
This is a joint work with Jürgen Jost, Nahid Torbati, Charlotte Beylier

Hard-constraining Boundary Conditions for Physics-Informed Neural Operators

Sebastian Götschel

Hamburg University of Technology

Machine learning-based techniques, such as physics-informed neural networks and physics-informed neural operators, 
are increasingly effective at solving complex systems of partial differential equations. Boundary conditions in these 
models can be enforced weakly by penalizing deviations in the loss function or strongly by training a solution structure 
that inherently matches the prescribed values and derivatives. While the former approach is straightforward to 
implement, the latter can significantly enhance accuracy and reduce training times.
However, previous approaches to strongly enforcing Neumann or Robin boundary conditions require a domain with a 
fully $C^1$ boundary and, as we demonstrate, can lead to instability if those boundary conditions are posed on a segment 
of the boundary that is piecewise $C^1$ but only $C^0$ globally. We introduce a generalization of the approach by 
Sukumar & Srivastava (https://doi.org/10.1016/j.cma.2021.114333) and a new approach based on orthogonal projections 
that overcome this limitation. The performance of these new techniques is compared against weakly and semi-weakly 
enforced boundary conditions for the scalar Darcy flow equation and the stationary Navier-Stokes equations.

                EMS TAG SciML 2026 | March 10 – 12 at University of Cologne 

https://doi.org/10.1016/j.aim.2019.106813
https://doi.org/10.1016/j.cma.2021.114333


 

An Hybrid Neural-Differential Framework for Parameter Discovery

Giovanni Ziarelli

Politecnico di Milano

Giovanni Ziarelli*, Stefano Pagani*, Nicola Parolini*, Francesco Regazzoni*, Marco Verani*
* MOX Laboratory, Department of Mathematics, Politecnico di Milano

We present a novel scientific machine learning framework designed to reconstruct hidden dynamics of critical parameters 
for complex dynamical models [1]. In particular, when extrapolating beyond the calibration window, inaccurate 
extrapolation of dynamical models' parameters may significantly impair the quality of results. Our approach focuses on 
discovering the latent differential laws that govern these parameters, accounting for their dependence on both 
measurable exogenous variables and unobserved external factors.
The proposed architecture is hybrid in nature, coupling a data-driven and a physics-based layer. The data-driven layer 
leverages a Neural Ordinary Differential Equation (Neural ODE) to learn the evolution of parameters, conditioned on 
exogenous signals and sample-specific latent variables that represent unmodeled external inputs. These parameters are 
then fed into a physics-based layer, where the governing differential equations are solved numerically.
To address sample heterogeneity, we incorporate a data assimilation procedure that estimates the latent variables during 
the end-to-end training optimization process and at inference time. This framework is validated within the context of 
computational epidemiology, bridging the gap between deep learning emulators and high-fidelity physical models. 
Numerical results confirm that this hybrid formulation is able to retrieve reliable long-term forecasts in noisy, real-world 
scenarios, where traditional models often suffer from structural instabilities.

References:
[1] Ziarelli, G., Pagani, S., Parolini, N., Regazzoni, F., Verani, M. (2025). A model learning framework for inferring the 
dynamics of transmission rate depending on exogenous variables for epidemic forecasts. Computer Methods in Applied 
Mechanics and Engineering, 437, 117796.

Surrogate modelling in parametric turbulent CFD: Model Reduction and Scientific Machine 
Learning

Gianluigi Rozza

Scuola Internazionale di Studi Superiori Avanzati Trieste

Partial differential equations (PDEs) are invaluable tools for modelling complex physical phenomena. However, only a 
limited number of PDEs can be solved analytically, leaving the majority of them requiring computationally expensive 
numerical approximations. To address this challenge, reduced order models (ROMs) have emerged as a promising field in 
computational sciences, offering efficient computational tools for real-time simulations. In recent years, deep learning 
techniques have played a pivotal role in advancing efficient ROM methods with exceptional generalisation capabilities 
and reduced computational costs. In this talk we explore how classical ROM techniques can be elevated through the 
integration of some deep learning models. We will introduce hybrid approaches, which consider both physics-based and 
purely data-driven techniques, as well as aggregated ones, where the model is built as a combination of different pre-
trained models. We will address the methodology to more complex parametric turbulent flows. 
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Digital Twins in Neurology: Parameter inference and model selection for complex systems

Xenia Kobeleva

Ruhr University Bochum

In clinical neurology, an increasingly aging population, workforce shortage despite heightened diagnostic complexity 
coupled with limited financial resources call for novel AI-driven yet mathematically interpretable technologies such as 
digital twins. Digital twins of the brain typically employ differential equation-based physical models to represent large-
scale brain network dynamics and interactions (e.g., neural mass models). 
However, significant obstacles to the clinical translation of these digital twin technologies are given by lack of 
uncertainty quantification and the high computational demands. To overcome this challenge, I propose moving beyond 
traditional parameter inference methods towards Bayesian optimization. Bayesian optimization variants integrating 
neural networks, i.e., simulation-based inference, offer efficient parameter inference at a low computational cost and 
provides probabilistic mappings rather than point estimates. I will demonstrate the advantages of simulation-based 
inference over classical methods used in neuroscience across varying levels of model complexity. Furthermore, I will 
identigy the optimal model complexity for representing neural dynamics through Bayesian model comparison using deep 
neural networks. Finally, I will outline the clinical needs driving further methodological development and showcase the 
added value of interdisciplinary collaborations between applied mathematics and medicine.

Resolving Extreme Data Scarcity by Explicit Physics Integration: An Application to 
Groundwater Heat Transport

Julia Pelzer

University of Stuttgart

Machine learning methods often struggle with real-world applications in science and engineering due to an insufficient 
amount or quality of training data. In this talk, the example of subsurface heat transport originating from geothermal 
heat pumps is considered. This challenge comes at high computing costs for classical simulation methods due to the 
required high spatio-temporal resolution and large domains. Purely data-driven machine learning-based surrogate 
models seem to face difficulties in predicting the advection process, which is highly sensitive to input variations and 
involves long-range interactions.
Therefore, this work introduces a Local–Global Convolutional Neural Network (LGCNN) framework that decomposes the 
modeling task according to the spatial locality of the underlying physical processes, coupling a lightweight numerical 
surrogate for global transport with CNNs representing local phenomena.

Neural semi-Lagrangian method for high-dimensional advection-di usion problemsff
Victor Michel-Dansac

Inria Strasbourg

This work is devoted to the numerical approximation of high-dimensional advection-di usion equations. It is well-known ff
that classical methods, such as the finite volume method, su er from the curse of dimensionality, and that their time step ff
is constrained by a stability condition. The semi-Lagrangian method is known to overcome the stability issue, while recent 
time-discrete neural network-based approaches overcome the curse of dimensionality. In this work, we propose a novel 
neural semi-Lagrangian method that combines these last two approaches. It relies on projecting the initial condition onto 
a finite-dimensional neural space, and then solving an optimization problem, involving the backwards characteristic 
equation, at each time step. It is particularly well-suited for implementation on GPUs, as it is fully parallelizable and 
does not require a mesh. We provide rough error estimates, and present several high-dimensional numerical experiments 
to assess the performance of our approach, and compare it to other neural methods.
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III. Posters

Generalization capabilities of Transformers in fluid dynamics

Theofanis Ifaistos

Inria - TAU Team, Université Paris Saclay

Computational fluid dynamics (CFD) plays a crucial role in engineering processes but is hampered by high 
computational costs. While Machine Learning models [1, 2, 3] can provide near-real-time results, they often suffer from 
poor scalability (restricted to small-scale meshes) and low data efficiency (requiring expensive dataset generation for 
each new problem). Recently, Transformers have emerged as a promising solution to overcome these issues [4, 5]. In this 
work, we investigate the generalization capabilities of a Transformer-based architecture (a variant of [4]) in comparison 
to non-Transformer models.
To evaluate this, we trained models on a 2D flow-past-obstacle problem, using training sets containing up to a specific 
number of obstacles, and then tested their ability to generalize to unseen cases with higher obstacle number. The results 
showcase that our Transformer variant not only outperforms the alternatives in training accuracy but also generalizes 
more effectively to configurations with an increasing number of obstacles, irregular shapes and higher resolution 
simulations. Ongoing work focuses on assessing the model’s transfer learning capabilities, while future work will involve 
extending the architecture into a light-weight, spatially-aware Transformer and benchmarking its performance on large-
scale problems. 
[1] Pfaff et al. Learning mesh-based simulation with graph networks. In International conference on learning 
representations, 2020.
[2] Qi et al. Pointnet: Deep learning on point sets for 3d classification and segmentation. In Proceedings of the IEEE 
conference on computer vision and pattern recognition, 2017.
[3] Li et al. Geometry-informed neural operator for large-scale 3d pdes. https://arxiv. org/pdf/2309.00583, 2023.
[4] Alkin et al. Universal physics transformers: A framework for efficiently scaling neural operators. Advances in Neural 
Information Processing Systems, 2024.
[5] Wu et al. Transolver: A fast transformer solver for pdes on general geometries. arXiv preprint ArXiv:2402.02366, 
2024.

Graph-Based Nonlinear Reduced-Order Modeling for Time-Domain Electromagnetics

Carlotta Filippin

Inria, Université Côte d'Azur

Numerical modelling plays a crucial role in revealing the behaviour of light and matter interactions at the nanoscale, 
exploiting computational schemes such as the Discontinuous Galerkin Time-Domain (DGTD) method. Given the 
computational complexity associated to this task, we study reduced-order modelling (ROM) due to the pressing need for 
fast surrogate models capable of handling physically and geometrically parametrized electromagnetic problems. 
Traditional ROM techniques like Proper Orthogonal Decomposition (POD) and Greedy algorithm have already been 
investigated in the literature, along with their inherent limitations in effectively capturing nonlinear phenomena. Here, we 
exploit a deep learning-based ROM strategy showing promising potential, the Graph Convolutional Autoencoder (GCA) 
method, serving as a nonlinear extension of POD compression, harnessing the power of Graph Neural Networks to 
induce a geometric bias in the learning process when dealing with complex and unstructured meshes. We propose a fully 
data-driven nonlinear ROM extending the GCA method tailored for time-domain electromagnetics, fully exploiting the 
training dataset of high-order (in space and time) DGTD snapshots, and the spectral quantities of interest. We explore the 
use of advanced latent-space propagators to better capture the high-frequency behaviour of electromagnetic problems. 
This direction aims to unlock faster and more accurate surrogate models for time-domain electromagnetics, especially for 
applications requiring complex geometries, in the context of inverse design and optimization.

Deep operator networks as surrogate models for computational fluid dynamics simulations

Georg Winkler

University of Technology Chemnitz
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A physics-encoded Fourier neural operator approach for surrogate modeling of divergence-free 
stress fields in solids

David Oexle

Max Planck Institute For Dynamics of Complex Technical Systems Magdeburg

The purpose of the current work is the development of a so-called physics-encoded Fourier neural operator (PeFNO) for 
surrogate modeling of the quasi-static equilibrium stress field in solids. Rather than accounting for constraints from 
physics in the loss function as done in the (now standard) physics-informed approach, the physics-encoded approach 
incorporates or ”encodes” such constraints directly into the network or operator architecture. As a result, in contrast to 
the physics-informed approach in which only training is physically constrained, both training and output are physically 
constrained in the physics-
encoded approach. For the current constraint of divergence-free stress, a novel encoding approach based on a stress 
potential is proposed. As a ”proof-of-concept” example application of the proposed PeFNO, a heterogeneous 
polycrystalline material consisting of isotropic elastic grains subject to uniaxial extension is considered. Stress field data 
for training are obtained from the numerical solution of a corresponding boundary-value problem for quasi-static 
mechanical equilibrium. This data is also employed to train an analogous physics-guided FNO (PgFNO), where the 
underlying physics is only captured in the data and not in the networks architecture, and a physics-informed FNO 
(PiFNO) for comparison. As confirmed by this comparison and as expected on the basis of their differences, the output of 
the trained PeFNO is significantly more accurate in satisfying mechanical equilibrium than the output of either the 
trained PgFNO or the trained PiFNO.

A learning-enhanced nonlinear preconditioner for some hyperelasticity problems

Yujie Gong

University of Macau

The deformation of the human carotid artery can be modeled by nonlinear hyperelasticity equations whose discretized 
version can be solved using the inexact Newton method. However, if there is a large atherosclerotic plaque in the artery, 
the convergence may become very slow. To accelerate the convergence, we propose a novel learning-based nonlinearly 
preconditioned iterative method that captures and eliminates the subspace associated with the slow convergence with a 
specially designed targeted quasi-Newton method. Numerical experiments demonstrate that our method significantly 
outperforms the traditional inexact Newton method by reducing the number of nonlinear iterations and the overall 
compute time. The parallel scalability is also close to be linear.

 Improving Numerical Schemes for Hyperbolic PDEs with Machine Learning

Sophia Horak

University of Cologne

When simulating physical phenomena like shockwaves or fluid flows, scientists face a fundamental trade-off: low-order 
numerical methods are stable and reliable but require massive computational grids for accuracy. High-order methods 
achieve high precision but can produce unphysical oscillations that can lead to unphysical quantities. We explore how 
machine learning can help overcome this dilemma.
For this, we investigate three different strategies: training a Reinforcement Learning agent to dynamically blend low- and 
high-order methods, replacing one part of a numerical scheme by learning directly from high-quality simulation data in a 
supervised manner, and optimizing parameters of a TVD limiter function, a well-known tool for combining first- and 
second-order methods.
Our results show that while these ML approaches work in principle, they face practical challenges: Reinforcement 
Learning training is unstable, learned operators struggle with complex physics, and computational costs often exceed 
traditional methods. This work demonstrates both the potential and current limitations of applying modern AI techniques 
to classical numerical PDE solvers. 
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 A Flow-rate-conserving CNN-based Domain Decomposition Method for Blood Flow 
Simulations

Natalie Kubicki

University of Cologne

We present a data-driven surrogate model for the prediction of non-Newtonian blood flow in stenosed arteries of 
arbitrary length, combining Convolutional Neural Networks (CNNs) with an overlapping Schwarz domain decomposition 
approach. To overcome the limitation of fixed CNN input sizes and the need for large training datasets when handling 
arterial geometries of varying length and complexity, we train a local physics-aware CNN on small, fixed-size 
subdomains that capture specific arterial segments. The CNN takes as input signed distance fields, local boundary 
velocity information, and the global inlet flow rate to predict local velocity fields. The complete artery is then 
decomposed into overlapping subdomains, and a global prediction is computed iteratively using an alternating Schwarz 
method, with the pre-trained CNN acting as a local, inexact subdomain solver. Empirical testing evaluates the 
convergence behavior of this hybrid framework and investigates its practical usefulness and limitations.

 Mixture of Experts Surrogate Model for the Homogenization of Open-Porous Materials

Lucas Mager

University of Cologne

The highly open-porous nanostructure of biopolymer aerogels presents a significant challenge for simulating their 
mechanical properties. In similar cases, multiscale homogenization approaches are commonly employed to account for 
the coupling effects of a heterogeneous nanostructure on macroscopic deformations. Our objectives are to utilize the well-
established FE2 approach to compute the mechanical behavior of the aerogel and to further reduce the computational 
effort by using machine learning techniques. Given the porous nanostructure, it is suitable to model the Representative 
Volume Element (RVE) on the microscopic scale as a beam frame model. To reduce the computation time of the approach 
the beam frame solver on the microscopic scale is replaced by a neural network (NN) trained to predict the resulting 
average stresses in the RVE. The introduction of a Mixture of Experts (MoE) surrogate model that uses material features 
as additional input offers a refinement of this approach.

Deep Learning–Based Detection of HPV-Associated OPSCC from Histopathology

Robin Pierschke

University of Cologne

 Physics-Constrained Hybrid Surrogate Models for Accelerated Parametric Exploration of 
Hyperelastic Structures

Umur Efe Arun

RWTH Aachen

Repeated finite element analysis of nonlinear hyperelastic structures is computationally prohibitive for parametric 
workflows such as design exploration. This work presents a hybrid machine-learning surrogate that combines a Message-
Passing Graph Neural Network (MeshGNN) with a Physics-Augmented Neural Network (PANN) to predict full 
displacement and stress fields on mesh-based graph representations. MeshGNN operates directly on the mesh graph to 
predict nodal displacements and the right Cauchy-Green strain tensor, while PANN recovers the 2nd Piola-Kirchhoff 
stress tensor from constitutive invariants with eight physical constraints enforced by architectural construction. Applied 
to a compressible Neo-Hookean plate with a parametric circular hole under varying Dirichlet boundary conditions, the 
hybrid pipeline achieves a 25–150× speed-up over the DOLFINx finite element solver while maintaining physically 
consistent stress predictions across unseen parameter configurations. As a downstream application, the surrogate is 
deployed in a HoloLens 2 Mixed-Reality environment for real-time, interactive exploration of the deformations. 

                EMS TAG SciML 2026 | March 10 – 12 at University of Cologne 


